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Abstract—Oblivious reconfigurable networks (ORNs) con-
stantly change their topology, offering high throughput and
path diversity over time. However, existing approaches, including
Valiant Load Balancing, UCMP, and RotorLB, risk out-of-order
packet delivery, limiting compatibility with transports such as
RoCEv2. We propose to flip the script: instead of repairing
reordering at the receiver, we control transmission order at the
source. Later chunks are sent first over slower paths and earlier
chunks later over faster paths, so that assignments satisfying
a protection-interval condition arrive in order. We call this
approach MPOA (Multiple Paths, Ordered Arrival). MPOA uses
source-ToR buffering and schedule-derived path rankings to
exploit multiple temporal paths while preserving in-order arrival
under bounded latency-estimation error. Simulations show higher
average link utilization than UCMP, making MPOA a promising
primitive for demand-oblivious datacenter fabrics.

I. INTRODUCTION

Traditionally, datacenter networks are built out of electri-
cal packet switches, arranged in a hierarchical topology [1].
However, the explosive growth in datacenter network traffic
and the slowdown in Moore’s law bandwidth scaling for
electrical interconnects, prompted significant research efforts
on integrating optical switching into datacenters [2], [3], [4],
[5], [6], [7], [8], [9]. A variety of network designs have been
proposed in the recent past, with optical circuit reconfigu-
rations ranging from more than an hour timescale [5], all
the way to nanosecond timescale switching [2]. Leveraging
fast reconfigurable optical switches, the design paradigm of
oblivious circuit switching gained traction in the recent years
across the research community [3], [4], [2], [10], [11], [12]
— particularly for the simplicity of the switching schedule
without explicitly requiring a control plane. Yet, the integration
of such a dramatically new switching fabric into existing
datacenters is not without challenges.

First, in oblivious reconfigurable networks (ORNs), multiple
paths are available between any pair of hosts, with different
paths often having different latencies. This contrasts with
traditional datacenter networks, where the topology is fixed
and multiple paths typically have the same “cost” in terms of
length and path latency. In ORNs, however, paths are temporal
— equal length does not necessarily imply equal latency.
While path lengths do impact the bandwidth “tax” and there-
fore overall network throughput [13], [14], [15], [12], [11],
always preferring the shortest paths can leave a significant
portion of network capacity idle [16]. Recent work, proposes
a “uniform cost” approach that pins each flow to a single
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Fig. 1. Buffer chunking and distribution across output ports. Data from
the input buffer is divided into fixed-size chunks, rearranged in the output
buffer, and sent on the corresponding paths. Each colored-labeled block (A–H)
represents a packet. Ultimately, the packets arrive in-order at the destination
ToR.

path within each timeslot of the circuit switching schedule,
mimicking ECMP semantics in static topologies [16]. How-
ever, similar to the inefficiencies of ECMP [17], [18], [19],
this approach falls prey to under-utilization of the network,
especially when the number of active flows is low and the
flow size distribution is uniform.

Second, an alternative is to randomly spray packets across all
available temporal paths, as in Valiant load balancing [2], [20].
While this can better utilize network capacity, it risks out-of-
order packet delivery at the receiver — which is incompatible
with existing datacenter architectures that predominantly rely
on RoCEv2 and other transport protocols requiring strict in-
order delivery [21], [22], [23], [24], [25], [26].

This paper is driven by a simple observation: multipath
need not imply out-of-order arrival when transmission time
and path latency can be controlled jointly. In an ORN, the
periodic circuit schedule provides a nominal path-availability
and latency structure. Queueing and processing variation can
perturb this structure, so MPOA preserves ordering only for
assignments that satisfy the bounded-error protection condition
in Section III-C.

Figure 1 illustrates this perspective. For example, if a packet
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sequence A, B, C, D arrives at the source ToR switch, the
switch can transmit C and D earlier on a slower path and
A and B later on a faster path. Provided that the scheduled
arrival intervals exceed the relevant timing uncertainty, the
receiver observes the original order A, B, C, D without
downstream resequencing. ORNs provide a promising setting
for this approach because their temporal paths expose diverse,
schedule-derived latency characteristics.

We present MPOA, Multiple Paths, Ordered Arrival, a
mechanism that reverses the transmission order of packet
chunks at the source ToR, sending later chunks earlier on
slower paths and earlier chunks later on faster paths. MPOA
only reorders chunks within one circuit-schedule period,
avoiding full-flow buffering while exploiting multiple temporal
paths whenever the protection-interval condition can be met.

The idea got inspiration from the way people commonly
park their cars in Japan. In accordance with some principles
of Japanese culture, namely harmony (wa) and mutual consid-
eration (omoiyari), people arriving early to work park further
away from offices. This allows people that arrive late to find
parking closer to their destination, which stops them from
becoming even more late by having to walk longer.

Our preliminary simulations with 128 ToR switches show
higher average link utilization than the recent UCMP base-
line [16] in the evaluated, idealized setting. The simulation
code and experimental artifacts are available at https://github.
com/inet-tub/TokyoRDCN.

II. MOTIVATION

High link utilization while preserving ordered packet deliv-
ery is a key challenge in ORNs. In this section, we discuss
the limitations of existing approaches and their implications,
which motivate our work on MPOA.
Impact of skewed communication patterns: A perfectly
uniform communication pattern across ToRs in oblivious
reconfigurable networks can be easily routed using single-
hop routing with high link utilization and full throughput. In
contrast, prior work has shown that the worst-case throughput
— i.e., the maximum sustainable load — of ORNs can be
bounded by as low as 50% under skewed communication
patterns, particularly ToR-to-ToR permutation traffic matri-
ces [12], [11]. Such traffic patterns stress routing and load bal-
ancing algorithms, forcing the network to utilize all available
paths to maximize throughput, which makes it significantly
harder to preserve ordered delivery under these conditions.
Impact of flow size distribution: Recent work proposes
UCMP for reconfigurable networks, designed in the spirit of
ECMP for traditional networks. Unlike ECMP, UCMP relies
on flow size for the choice of paths which makes flow size
distribution a key factor in determining link utilization. In
particular, many modern AI workloads feature a small set of
flow sizes that repeat throughout the training process [27],
[19], [28], [29], presenting unique challenges to rely on flow
size for path selection and load balancing in ORNs.
Impact of reordering in existing datacenter fabrics: Many
deployed RDMA networks use RoCEv2 NICs with strict in-

order or go-back-N receive semantics [26], [17], [21]; in such
deployments, an out-of-order packet can trigger a NACK and
retransmission of a packet sequence. Newer transports and
NICs may provide greater reordering tolerance. MPOA targets
deployments in which strict arrival order remains required or
changing receiver and NIC behavior is undesirable.
Sender-side versus receiver-side ordering. A natural ap-
proach to preserve ordered delivery in a multipath network is
to reorder packets at the destination ToR. However, this design
has several drawbacks in reconfigurable datacenter fabrics, and
MPOA deliberately shifts ordering responsibility to the sender
ToR.

First, while receiver-side resequencing buffers can in prin-
ciple be bounded, doing so requires the receiver to tolerate
uncertainty in both path assignment and packet delay. In
RDCNs, packets may arrive over multiple paths whose delays
differ due to circuit scheduling and transient queueing. Without
explicit knowledge of which path a packet traversed, the
receiver must buffer packets until missing sequence numbers
are either received or declared lost, which can inflate buffering
requirements and delay loss recovery. In contrast, the sender
ToR has precise knowledge of both path assignment and the
circuit schedule, allowing it to arrange packet transmissions
so that packets arrive in order under bounded delay variation.

Second, distinguishing between delayed and lost packets
is inherently difficult at the receiver. A receiver observing
out-of-order arrivals cannot easily infer whether a missing
packet is delayed on a longer path or has been dropped,
complicating both buffer management and transport-layer loss
recovery even further. By scheduling packets with knowledge
of expected arrival times, MPOA reduces this ambiguity and
avoids reliance on large buffers or conservative timeouts.

Third, while MPOA introduces buffering at the sender, this
buffering is explicitly bounded by the circuit scheduling pe-
riod. MPOA only reorders packets within a scheduling epoch,
ensuring that sender-side buffer requirements remain small
and predictable. Receiver-side resequencing, by contrast, must
accommodate the full range of delay variation across paths
unless additional coordination mechanisms are introduced.

Finally, placing ordering logic at the sender ToR improves
deployability and congestion signaling. Buffer pressure and
scheduling decisions at the sender ToR can be communicated
directly to end hosts and congestion control mechanisms,
whereas buffer overflows at the receiver ToR are harder to
signal promptly to senders. This makes sender-side ordering a
natural fit for environments that prioritize predictable behavior,
bounded buffering, and incremental deployment without re-
quiring changes to NIC hardware or end-host transport stacks.

Receiver-side resequencing nevertheless remains a viable
alternative when the destination ToR or NIC already pro-
vides reordering support and has sufficient path or schedule
metadata. MPOA does not claim that source-side buffering
is asymptotically smaller in every setting. Rather, it targets
deployments that wish to preserve existing receiver behavior
and can exploit path-assignment information already available
at the source ToR. The choice is therefore an architectural
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trade-off between source-side scheduling and destination-side
buffering.

III. FLIPPING THE SCRIPT

Packets must be delivered to the end host in order, but they
need not remain in that order while traversing the network.
ORNs expose multiple temporal paths whose nominal delays
can be predicted from the periodic circuit schedule. MPOA
combines this schedule information with intentional source-
side reordering: later chunks are transmitted earlier on slower
paths, and earlier chunks are transmitted later on faster paths.
If the selected paths and send times satisfy the protection-
interval condition in Section III-C, the chunks arrive in order
at the egress ToR.

Figure 1 illustrates the mechanism. The source ToR receives
eight packets during one period and divides them into four in-
order chunks. It assigns the final chunk, containing packets
G and H, to the slowest path, and assigns progressively
earlier chunks to progressively faster paths. The example
preserves arrival order while using all four paths. The effect
on flow completion time depends on the balance between path
parallelism, source-side waiting, and protection intervals; we
do not evaluate FCT in this work.

A. Chunking of Packets

To maximize link utilization, we aim to distribute packets
across as many paths as possible. To achieve this, we need
to determine which packets should be sent on which path. In
the simplest case, the ingress ToR receives exactly as many
packets for a given flow as there are paths to the destination.
In this scenario, we can simply reverse the order of the
packets: send the first packet on the slowest path, the second
on the second-slowest path, and so on, until all packets have
been dispatched. However, it is more likely that the number
of packets received during a period exceeds the number of
available paths. In such cases, instead of merely reversing
the packet order, we must first chunk the buffered packets.
The number of chunks should equal the number of available
paths. Within each chunk, the packets remain in order. The
chunks are then reversed and sent as described previously for
individual packets. For now, we use static chunk sizes—for
example, by leveraging known link capacities to calculate how
many packets can be sent during each transmission period.

B. Calculating Path Order

MPOA requires a nominal latency estimate and an error
bound for each selected temporal path, rather than perfect
knowledge of its realized delay. In an ORN with a periodic
schedule, a controller can derive the nominal path order
directly from that schedule. For a path p = (v0, v1, . . . , vk)
considered at time t, we model its nominal latency as

ℓ(p, t) =

k−1∑
j=0

w(vj ,vj+1)(tj) + k dproc + dprop(p),

where w(vj ,vj+1)(tj) is the wait until the required circuit
becomes available after the packet reaches vj . The value

tj is updated hop by hop using the predicted arrival at
each intermediate ToR. Thus, a one-hop path that becomes
available late may be slower than a multi-hop path available
immediately.

A centralized controller can precompute a ranked path set
for every source–destination pair and schedule phase and
install it at the source ToR. Alternatively, ToRs can maintain
the ranking through lightweight probes. Dynamic queueing
and model error are represented by ei and its bound Ei in
Section III-C; they need not trigger a new ranking for every
packet. A controller can update rankings and error bounds
at a slower timescale from observed prediction residuals. If
residuals exceed the configured bound, the source can increase
the protection interval, use fewer paths, or fall back to single-
path forwarding.

C. Ordering Condition and Protection Intervals

MPOA requires the timing difference between consecutive
chunks to absorb uncertainty in path delay. Consider two
consecutive chunks Ci and Ci+1 in the original packet order.
Let si be the time at which the source starts transmitting Ci, let
τi be its serialization time, and let ℓi be the nominal latency of
its assigned path. The predicted arrival time of the last packet
of Ci is therefore si + τi + ℓi.

Let ei denote the realized prediction error: ei > 0 means
that Ci arrives later than predicted, while ei < 0 means that
it arrives earlier. The scheduler cannot know ei in advance.
Instead, it uses a non-negative bound Ei, associated with
chunk Ci, its path, and the relevant schedule phase, such
that |ei| ≤ Ei. Importantly, Ei is not an additional packet
delay; it is a protection margin reserved by the scheduler. A
conservative implementation can construct it from bounds on
the individual sources of uncertainty:

Ei = Esync + hiEproc + Equeue,i + Emodel,i,

where the terms respectively bound clock/schedule synchro-
nization error, per-hop processing variation over hi hops,
transient queueing, and path-model error. Certified worst-
case component bounds yield a deterministic guarantee. A
bound derived from a measured latency percentile yields a
corresponding statistical guarantee. If no useful finite bound
is available, MPOA must use fewer paths or fall back to single-
path forwarding.

For Ci to arrive before Ci+1 under worst-case variation, it
is sufficient that

si + τi + ℓi + Ei ≤ si+1 + ℓi+1 − Ei+1.

Equivalently, define the protection interval

gi = (si+1 + ℓi+1)− (si + τi + ℓi).

Then the sufficient condition is

gi ≥ Ei + Ei+1.

The two bounds add because the worst case is that Ci arrives
Ei late while Ci+1 arrives Ei+1 early.
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Proposition 1. Assume that packets remain ordered within
each chunk, |ei| ≤ Ei for every chunk, and the inequality
above holds for every adjacent pair. Then all chunks arrive in
their original order.
Proof. The last packet of Ci arrives no later than si + τi +
ℓi +Ei, while the first packet of Ci+1 arrives no earlier than
si+1 + ℓi+1 − Ei+1. The condition therefore places the last
packet of Ci no later than the first packet of Ci+1. Applying
the same argument to every adjacent pair establishes the order
of the complete chunk sequence.
Example. Suppose the predicted arrival time of the last packet
of Ci is 10µs, while the predicted arrival time of the first
packet of Ci+1 is 16µs. The protection interval is therefore
gi = 6µs. If Ei = 2µs and Ei+1 = 3µs, the worst-case
arrival times are 12µs and 13µs, respectively. Since gi =
6µs ≥ Ei + Ei+1 = 5µs, the chunks remain ordered with
1µs of residual slack. A path combination whose nominal
arrivals were separated by only 4µs would not be admitted
under the same error bounds.

Larger protection intervals increase tolerance to delay un-
certainty but reduce how much data can be packed into one
schedule period.
Path-set admission. For each flow and scheduling epoch,
MPOA first ranks the candidate temporal paths by nominal
arrival time. It then selects the largest subset for which adjacent
chunks can satisfy the protection-interval condition. If two
candidate paths are too close in predicted arrival time, one
of them is removed from the set. The buffered packets are
divided among the remaining paths; when too few packets are
available to populate all selected chunks, MPOA uses fewer
paths rather than waiting solely to increase path diversity.
If no multipath assignment satisfies the condition, the flow
uses a single path during that epoch. Thus, MPOA applies
multipathing opportunistically and falls back to conventional
forwarding when timing uncertainty or insufficient buffered
data makes ordered multipath transmission unsafe.

IV. RELATED WORK

While multipath protocols have been studied extensively in
both academic and operational contexts, none of the existing
ones are able to fully solve the gaps outlined in section II.

A. Reconfigurable and Optical Datacenter Networks

A large body of work has explored reconfigurable and
circuit-switched datacenter fabrics, including optical circuit
switching (OCS), rotor switches, and other time-varying
topologies. These systems offer high bisection bandwidth and
low power consumption but rely on fixed or semi-oblivious
schedules that expose time-dependent path availability. Prior
work has focused on topology design, schedule construction,
and routing or load-balancing mechanisms that exploit these
technologies, often using variants of equal-cost multipath
routing (ECMP) such as the mentioned UCMP [8], [3], [16].
MPOA is largely orthogonal to this research.

B. Load Balancing and Packet Spraying in Datacenters

Packet spraying and Valiant-style load balancing are well-
known techniques for improving utilization in datacenter
topologies [20], [30]. However, spraying packets across mul-
tiple paths introduces packet reordering, which can degrade
performance for transports that assume in-order delivery. To
mitigate this, prior work has proposed flow pinning, flowlets,
or receiver-side resequencing buffers [31], [32]. These ap-
proaches trade utilization for ordering guarantees or rely on
buffering and reassembly at the receiver. MPOA explores a
different point in this design space by arranging packets at the
sender such that they arrive in order despite traversing multiple
paths, reducing reliance on receiver-side reordering.

C. Multipath Transport Protocols and Scheduling

Multipath TCP (MPTCP) and related multipath transports
have extensively studied how to schedule data across multiple
subflows to improve throughput, robustness, and flow com-
pletion time [33], [34]. Existing literature proposes scheduler
designs that account for RTT differences, congestion win-
dows, and loss rates, often across paths with strongly varying
characteristics, such as mobile and WiFi. This is done while
typically assuming that the receiver can tolerate out-of-order
delivery via sequence numbers and reassembly buffers. In
contrast, MPOA addresses a different problem setting. First, it
targets RDCNs where path latencies are largely determined by
a known circuit schedule rather than having to be learned by
end-to-end measurements. Second, its primary objective is not
throughput optimization under tolerant receivers, but achieving
in-order arrival under constrained receiver semantics. Finally,
MPOA operates at the network edge (the sender ToR), rather
than within an end-host transport stack. As such, MPOA
complements rather than replaces prior work on multipath
transport scheduling. Lastly, MPTCP and adjacent protocols
often assume that multiple paths are visible on the end-host,
e.g. in the form of multiple interfaces. However, from an end
host’s (i.e., a single unit in a server rack) perspective, only one
interface (and thus path) is visible. The availability of multiple
paths only starts at the ToR switch.

D. Receiver-Side Reordering and RDMA Transports

Modern datacenter transports, including RDMA-based pro-
tocols, vary widely in their tolerance for packet reordering.
While newer NICs and transports increasingly support out-
of-order arrivals, strict in-order delivery remains common in
deployed systems due to simplicity, latency predictability,
and loss recovery behavior [35], [36], [37]. Receiver-side
reordering buffers have been proposed as a general solution
to multipath-induced reordering, but they require buffering
proportional to delay variation and complicate loss detection
when path information is not explicitly available at the receiver
[38]. MPOA shifts ordering responsibility to the sender ToR,
where path assignment and schedule information are easily
available, enabling bounded buffering and avoiding ambiguity
between delayed and lost packets.
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Fig. 2. Example topology with 4 ToRs and 2 reconfigurations per period.

Fig. 3. CDF of flow sizes for the WebSearch workload.

V. EVALUATION

A. Methodology

To quantify the link-utilization potential of MPOA, we
implemented an abstract, schedule-driven simulator in Python
and compare it with the recent UCMP baseline. NetworkX
generates ORN topologies of varying sizes. We evaluate
batches of flows drawn from the WebSearch flow-size distribu-
tion in Figure 3, as well as constant-demand batches in which
each flow offers 1 Gbps. Hosts are abstracted away: flows
originate at ingress ToRs and terminate at randomly selected
egress ToRs.

Each ToR generates the same number of flows, and all flows
in a batch are released simultaneously. This synchronized
release is intended to isolate spatial load-balancing behavior;
it is not a model of production flow-arrival dynamics. We vary
the number of reconfigurations per period, i.e., the number of
different peers a ToR connects to before the schedule repeats.
Figure 2 shows a small example. We enumerate temporal paths
and their nominal schedule latencies. Figures 4 and 5 show the
available path counts for 8 and 16 reconfigurations per period,
respectively; Figures 6 and 7 show hop-count and nominal-
latency diversity. All links have 10 Gbps capacity.
Evaluation scope. The simulator evaluates path allocation and
average link utilization under an idealized, schedule-known
model. It does not model stochastic queueing, packet loss, or
link failures; equivalently, the reported runs use nominal delays
and the zero-error case ei = Ei = 0. The implementation used
for the reported plots also does not exclude path combinations

using a positive protection interval. Because nonzero Ei values
can remove some candidate path combinations, the reported
MPOA utilization is an upper bound for a deployment that
enforces nonzero protection intervals. The experiments do not
measure flow completion time or empirically validate ordering
under delay variation.
Baseline choice. UCMP is the primary baseline because, like
MPOA, it aims to retain existing receiver behavior without
destination-side resequencing. Packet spraying and Valiant
load balancing occupy a different design point: they can
use path diversity aggressively but do not preserve arrival
order without additional receiver support. The UCMP com-
parison therefore evaluates the utilization cost of retaining this
compatibility requirement; it is not a comparison against an
unconstrained multipath upper bound.

We route each batch according to UCMP or the MPOA path-
allocation abstraction in Algorithm 1 and calculate average
link utilization. A complete scheduler would additionally ad-
mit only path/send-time combinations satisfying Section III-C.
This filtering is not present in the reported utilization study,
as stated in the evaluation scope above.

B. Results

Figures 8 and 9 report results for the constant-demand
and WebSearch batches, respectively. MPOA achieves higher
average link utilization than UCMP in these experiments, with
the largest gap at low flow counts. Repeated flows with similar
demands tend to select the same UCMP paths, leaving other

Algorithm 1 MPOA path-allocation abstraction used in the
utilization study.

1: for each flow (s, d, demand) do
2: Find candidate temporal paths P from s to d
3: Sort P by descending latency
4: Chunk packets of flow
5: Reverse chunk order
6: sent← 0
7: for t = 0 to Tmax do
8: if sent ≥ demand then
9: break

10: end if
11: for each path p ∈ P do
12: Determine available capacity c along p at time

t
13: send← min(c, demand− sent)
14: if send > 0 then
15: Update link usage along p at time t
16: sent← sent + send
17: end if
18: if sent ≥ demand then
19: break
20: end if
21: end for
22: end for
23: end for
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Fig. 4. CDF of number of paths for a topology with 128 ToRs and 8
reconfigurations per period.

Fig. 5. CDF of number of paths for a topology with 128 ToRs and 16
reconfigurations per period.

temporal paths underused, whereas the MPOA abstraction
distributes each flow over a larger candidate set. As the number
and diversity of flows increase, the utilization gap narrows.

These results establish only the utilization potential of
the path-allocation idea in the stated model. They do not
demonstrate FCT improvements or robustness to stochastic
delay, and they should be read together with the conditional
ordering result in Section III-C. A priority mechanism that
allocates more paths to selected traffic classes is a possible
extension.

VI. OBSTACLES AND PITFALLS TO FULL
IMPLEMENTATION

While our results demonstrate the potential benefits of
intentionally modifying packet order within the network to
leverage multiple paths, there are several interesting research
questions that must be addressed before a full implementation
or deployment can be realized.

One key challenge is the need for a mechanism that ensures
intermediary ToRs are capable of forwarding all packets they
receive from other ToRs. This is crucial, as any buffering of
packets could lead to violations of the intended packet order
at the egress ToR. Several potential approaches could address
this issue. For example, traffic originating at a ToR could be
separated from transit traffic, with the latter being allocated

Fig. 6. CDF hop counts per path for a topology with 128 ToRs and 8
reconfigurations per period.

Fig. 7. CDF of latency of paths for a topology with 128 ToRs and 8
reconfigurations per period.

very shallow buffers to ensure that packets are dropped rather
than delayed.

Transient queueing, synchronization error, and processing
variation are represented by ei and Ei in Section III-C. MPOA
does not require a queue-free network, but a deterministic
guarantee requires a defensible upper bound on these effects.
If observed prediction residuals exceed the configured Ei,
the source should enlarge the protection interval, reduce the
number of simultaneous paths, or fall back to single-path
forwarding. The current simulator does not evaluate this adap-
tation.

In particular paths should be selected in such a way that
they are both useful for load balancing and sufficiently sepa-
rated in predicted arrival time. This follows directly from the
protection-interval condition in III-C. By choosing paths with
larger temporal separation gi can be increased, making the
schedule more tolerant to possible delays. For example, rather
than selecting the 10 fastest paths from a set of 100 available,
it may be more useful to select paths at different points in
the latency distribution, such as the 1st, 10th, 20th, and so on.
This may sacrifice some raw path quality and slightly increase
flow completion time, but it improves robustness by increasing
the margin available to preserve in-order arrival.

Next, in a full implementation, it will be necessary to
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Fig. 8. Average link utilization on a topology with 128 ToRs and 8
reconfigurations per period for constant-demand flows offering 1 Gbps each.

Fig. 9. Average link utilization on a topology with 128 ToRs and 8
reconfigurations per period for flows drawn from the WebSearch flow-size
distribution.

carefully determine the chunk size c and the number of chunks
n. Since we need to reverse the chunks before sending, all
packets intended for transmission within a given period must
already be present in the buffer. At a minimum, the following
condition must be satisfied, where Bperiod denotes the number
of packets a flow receives per period:

c · n ≤ Bperiod

If this condition is not met, the system would unnecessar-
ily delay transmission, leading to increased latency. As the
number of packets arriving in each period can vary, it would
be reasonable to estimate Bperiod using smoothed averages,
similar to how TCP estimates round-trip time (RTT). The exact
algorithm for this estimation mechanism remains a subject for
future work.

There is also an inherent trade-off between the chunk size
and the number of chunks. The maximum chunk size is
constrained by the link capacity of the path it is assigned
to, while the number of chunks corresponds to the number
of available paths. Although using more paths can improve
link utilization by distributing the load more evenly, it also

increases the risk that a link failure may cause packet loss and,
consequently, out-of-order delivery. Extensive experimentation
will be needed to identify the optimal trade-offs and uncover
potential hidden effects. This becomes particularly important
if paths have differing capacities, which was not considered
in our preliminary evaluation.

Another important concern is how to handle competing
flows fairly. There are primarily two options. The first is
to allocate a percentage of the available capacity to each
flow in every period. The second is to allow only a small
number of flows to utilize the full capacity during a given
period, with the set of transmitting flows rotating across
periods. The first approach ensures the fairest distribution
of bandwidth but increases implementation complexity. In
contrast, the second approach may be less fair—depending
on the length of each period—but offers greater efficiency.
Further studies are needed to determine whether the fairness
provided by the second option is sufficient to justify its use.

Additionally, as discussed in Section III-B, we have so far
assumed that a nominal path order can be computed from the
circuit schedule. However, what constitutes the latency of a
path remains an open question and requires further evaluation.
In particular, reconfiguration delay plays a significant role.
Depending on the underlying technology, this delay can range
from tens of nanoseconds to several microseconds [16]. If
the lower end of this range is achieved, processing delays at
intermediate ToRs may become significant and should be taken
into account when determining path order. This is an insight
that can likely only be gained through real-world deployment.
It can be incorporated into the system either by adding a fixed
latency cost per hop or by shifting from latency-based metrics
to a simpler hop-count-based approach.

Finally, as shown in Figure 5, the number of possible paths
can grow rapidly with an increasing number of ToRs and
reconfigurations per period. As such, computing and storing all
available paths may become prohibitively expensive. Instead, it
may be more practical to select a representative subset of paths
to sample from the total. While this ”path pruning” will likely
reduce overall link utilization, it can significantly improve
the feasibility of deployment. Future experiments will help
characterize this trade-off. In any case, path selection should
aim to maximize temporal separation between the chosen
paths. For example, rather than selecting the 10 fastest paths
from a set of 100, it may be more advantageous to select the
1st, 10th, 20th, and so on. This approach increases tolerance
for timing variation and provides additional buffer to help
ensure in-order delivery at the egress ToR.

VII. FUTURE WORK & CONCLUSION

In this work, we presented MPOA, a source-side scheduling
mechanism for exploiting multiple temporal paths in ORNs.
Sending later chunks earlier over slower paths and earlier
chunks later over faster paths can improve average link uti-
lization while preserving arrival order for assignments satis-
fying the bounded-error protection condition. Our simulations
demonstrate the utilization potential of this idea relative to
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UCMP in an idealized model with nominal path delays; they
do not constitute a packet-level validation under queueing,
loss, or failures.

Future work includes dynamic chunk sizing, adaptive error
bounds and path selection, fairness and priority policies, and
evaluation with realistic arrival processes, queueing, loss, and
FCT. Relaxing strict ordering for traffic classes that tolerate a
bounded amount of reordering may expose additional utiliza-
tion opportunities.
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